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Data has shape, shape has meaning,
and meaning brings value.

G. Carlsson

Abstract

This work proves that, through the theory of persistent homology, one can fully
and precisely encode all topological features of a point cloud using barcodes. It is
also shown that these representations are stable under small data modifications;
slight perturbations in the input produce only minor changes in the resulting
barcode. To support these results, the theory of persistence modules is developed,
along with complete proofs of two fundamental theorems: the Structure Theorem,
which ensures the unique decomposition of persistence modules into barcodes,
and the Stability Theorem, which bounds the variation of barcodes in terms of
changes in the input data.

Resum

Aquest treball té com a objectiu demostrar que, mitjangant la teoria de 1’homologia
persistent, es poden codificar de manera completa i precisa totes les caracteris-
tiques topologiques d’un ntivol de punts a través de codis de barres. També es
mostra que aquestes representacions son estables davant petites modificacions
en el ntvol, és a dir, perturbacions lleus en les dades provocaran petits canvis
en el codi de barres. Per fonamentar aquests resultats, es desenvolupa la teoria
de moduls de persistencia i es desenvolupen les demostracions de dos teoremes
fonamentals: el Teorema Estructural, que garanteix la descomposicié tinica dels
moduls de persistencia en codis de barres, i el Teorema d’Estabilitat, que acota la
variaci6 dels codis de barres en funcié dels canvis en les dades inicials.
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Introduction

Topological Data Analysis (TDA) is a recent area that uses tools from algebraic
topology to extract qualitative information from data. It emerged in the 2000s
with works by Edelsbrunner, Zomorodian, and Carlsson. The persistent homol-
ogy concept was formalized in 2005, enabling the detection of topological features
that persist across a filtration. This technique captures structural patterns in data
at different scales. Barcodes began to be used in this context to visualize topolog-
ical information, marking a turning point in data analysis. Since 2010, TDA has
been applied in various fields, including biology, medicine, machine learning, and
artificial intelligence.

This work originates from an interest in understanding how point clouds can be
studied through the framework of topology and algebra. Without any background
in algebraic topology, I dedicated the first semester to becoming familiar with
the homological methods, focusing in particular on simplicial homology. The
motivation behind this approach was the idea that algebra could be used to study
topological spaces in a deeper and more structured way than homotopy groups
allow, while also being suitable for computational applications.

After several meetings, it was established that the final goal of the project would
be to show that essential topological features of a point cloud can be effectively
encoded through barcodes in a concise and robust way.

Thus, the first step consisted in understanding the construction of simplicial com-
plexes: how they are built from simplices and how their structure encodes topolog-
ical relationships. I then studied how to translate these structures into algebraic
terms through homology groups. To become familiar with all these concepts, I
began by computing the homology groups of simple spaces. Subsequently, I un-
dertook the challenging task of computing the homology of the 3-torus, which
involved working with large matrices and demanded considerable computational
effort.

ii



Introduction iii

Later on, I focused on the main topic of the project, which is the connection be-
tween homology and topological data analysis (TDA). The main interest was in
how to approximate the shape of a space given only a set of sample points from it.
To this end, I studied filtrations, particularly those generated by Cech and Vietoris-
Rips complexes, which are grown by increasing a scale parameter. I explored the
relationship between these two constructions and showed how close the two filtra-
tions are, which implies that their corresponding barcodes are also similar. This
introduced an analytical component to the work that I had not anticipated and
became my first approach to interleaving distance.

At this point, and having established this foundation, I began introducing the
necessary concepts to first prove the Structure Theorem, which states that we can
obtain a simpler and also invariant structure, the barcode, from a persistence mod-
ule. Afterwards, I turned my attention to the Stability Theorem, which claims that
small perturbations in the sample of points lead to small changes in the resulting
barcode, showing that barcodes are robust.

During the process of proving the Structure Theorem, and to avoid introducing
many unfamiliar concepts, I initially attempted a purely algebraic proof based on
module theory. However, after establishing that persistence modules are modules
over a principal ideal domain, I encountered difficulties in proving the uniqueness
of their interval decompositions, as this required advanced results from higher al-
gebra beyond my current level. Following my advisor’s suggestion, I then shifted
to a more geometric proof.

In the proof of the Stability Theorem, I worked extensively with shifts and com-
mutative diagrams, for which having completed a course in commutative algebra
proved particularly valuable. Although building the foundational framework re-
quired a significant amount of effort, it was very rewarding to work directly with
barcodes themselves, thanks to the prior establishment of the Structure Theorem.
Once the matching maps between barcodes and their key properties were clearly
defined, the Stability Theorem followed quite naturally.

Overall, this project combined ideas from algebraic topology and geometric meth-
ods to develop a solid understanding of how persistent homology captures and
preserves the essential topological features of data. By working from discrete sam-
ples, persistent homology provides a mathematically rigorous and stable way to
extract meaningful topological information.



Chapter 1

Simplicial homology

In our bachelor’s studies, we classified topological spaces using their fundamental
group. Although the fundamental group is a topological invariant, it is not suf-
ficient to fully determine the algebraic structure of a space, especially in higher
dimensions. For instance, the fundamental group of the sphere is trivial, as every
loop can be continuously deformed to a point. However, this does not provide any
information about the existence of 2-dimensional spaces within it. This highlights
the need for other invariants that better characterize these spaces.

Here begins the study of homology groups. Intuitively, they count the "holes" of
a topological space in each dimension. The zero-dimensional homology group
counts the connected components of the space, meaning that the homology group
has one generator for each disjoint component. The first homology group iden-
tifies one-dimensional "holes", such as the one found in a circle, where the loop
surrounding the hole cannot be filled. In higher dimensions, homology groups
continue to detect and classify holes of increasing complexity.

Simplicial homology provides an effective method for computing these groups in
spaces that can be decomposed into simplices. This allows us to analyse topolog-
ical spaces using algebraic structures with well-behaved properties. It establishes
a connection between spatial geometry and finitely generated abelian groups. In
this way, we can algebraically compare topological spaces that may seem different
but share an underlying structure.



2 Simplicial homology

1.1 Simplicial homology

The presentation of simplicial homology in this section follows the exposition in
[5], unless otherwise noted.

Definition 1.1.1. An n-simplex is a geometric object defined as the convex hull of n +1
affinely independent points in R™. Formally, if {vo,v1,...,v,} are affinely independent
points, the n-simplex 0" is given by:

n
Ai > 0foralli, and Z)\i = 1}.
i=0

0" = {i/\ﬂ]i

i=0

The points {vy,v1,...,vn} are the vertices of the simplex, and the set 9" consists of all
convex combinations' of these vertices.

However, to begin defining concepts about simplicial homologies, we need simpli-
cial complexes. So, to start with, we will formally define the simplicial complexes:

Definition 1.1.2. A simplicial complex is a finite set K of n-dimensional simplices in
R", such that:

1. If 0; is a simplex included in K, then all the faces of o; are also included in K.

2. If 0; and o; are simplices of K, then their intersection is either empty or a face that
is included in both o; and o;.

SR

Figure 1.1.3: On the left, a properly constructed simplicial complex containing sim-
plices of dimensions 0 to 3. On the right, an invalid example in which some higher-
dimensional simplices do not include all their lower-dimensional faces.

lie., all points inside the shape formed by connecting them.
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To work with simplicial complexes, we will assume, without loss of generality,
that they are all ordered, meaning that each simplex is uniquely identified by an
ordered set of its vertices.

Definition 1.1.4. The group of n-dimensional chains of a simplicial complex K is the
free abelian group generated by the set of oriented n-simplices in K. Formally, it is denoted
as:
Cu(K):= P Z[d],
ek
where K\") denotes the set of all ordered n-dimensional simplices in K. Each element of
Cu(K) is called an n-chain and is expressed as a finite sum:

c=)_ao;,
i

where 0; € KP), a; € Z, and only finitely many coefficients a; are nonzero.

Definition 1.1.5. Let K be an ordered simplicial complex, and let ¢ = [vg,v1, ..., Uy be
an oriented n-simplex of K. We define the boundary homomorphism

n : Cu(K) = Cp_1(K)

as follows:

(o) = Z(—l)i[vo,...,@,...,vn]

i=0
where [vy, ..., 0;, ..., 0y denotes the (n — 1)-simplex obtained by removing the i-th vertex
0;.

Hence, for an n-dimensional simplicial complex, we obtain the following sequence:

Cu(K) =25 Cp g (K) 270 o 2 c(K) —2s Go(K).

This leads us to the following definition:

Definition 1.1.6. A chain complex is a sequence of abelian groups (or modules?) together
with the boundary homomorphisms

an+l On aﬂ—l . a2

)
— G — G -

%, 0.

C] 7 C()

We denote the entire complex by (C(K),d).

2The construction of such modules will be presented in Section 1.2.



4 Simplicial homology

Chain complexes satisfy the following proposition:

Proposition 1.1.7. Let K be an ordered simplicial complex. The composition of boundary

operators

dy dy
Cpp1(K) =" Cu(K) -2 Cyq(K)

is zero. That is, d,, 09,11 = 0.

Proof. Let ¢ = [vg,v1,...,Uy4+1] be an (n + 1)-simplex. The boundary operator is
given by:
n+1

an+1(0') = Z(—l)i[vo,. . .,Z?i,. . .,Un+1],
i=0

where 9; means that v; is removed.

Applying the boundary operator once more, this time to a lower dimension, we

obtain:
n+1 i—1 ]
an @) a,H_l(O') = 2(—1)1 2(—1)][00, .. .,ﬁj, .. .,Z?Z', ce ,Z),H_]]
i=0 i=0
n+1 - n+l .
+ Z(—l)l Z (—1)]71[00, e, 04y .,?3]', .. .,Un+1].
i=0 j=it1

Each (n — 1)-simplex [vy, ..., j,...,0;,...,v,41] appears twice, once in each sum,
with opposite signs:

(—l)i(_l)j - (_1)i+]'/ and (_1)1'(_1)]‘—1 _ (_1)14];1‘
Since these terms cancel out, we conclude that:
dn 0 an+1 =0.

O

We can now introduce two fundamental notions in homology: cycles and bound-
aries. Cycles are chains whose boundary is zero, while boundaries are chains that
come from applying the boundary operator to a chain of higher dimension. These
concepts form the foundation for defining homology groups later in Definition
1.1.12.

Definition 1.1.8. An n-cycle is an element o € C,(K) whose boundary is zero, that is,

d,(0) =0.
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The set of all n-cycles forms a subgroup of C,(K), denoted by Z,(K):
Zn(K) - KEI‘ an.

Definition 1.1.9. An n-boundary is an element o € C,(K) that is the boundary of an
(n + 1)-chain, meaning there exists T € Cy41(K) such that

o= 0,:1(7).
The set of all n-boundaries forms a subgroup of C,(K), denoted by B, (K):

B (K) = Imd,41.

Let us now construct a chain complex from a simplicial complex to illustrate the
concepts.

Example 1.1.10. Consider the following abstract simplicial complex®

K = {[123], [124], [134], [234], [15], [26], [37], [48], [56]},

which is completely determined by its listed maximal simplices.

Figure 1.1.11: Simplicial complex K defined by its maximal simplices.

We construct the simplicial chain complex associated to K, with coefficients in an abelian
group (e.g., Z):

G (K) 25 C1(K) 25 Co(K) 25 0.

The chain groups are:

3 Abstract simplicial complex is defined later in Chapter 2.0.1. However, it is not necessary for
this example.



6 Simplicial homology

C2(K) = Z*  generated by [123],[124], [134], [234],

C1(K) = 2 generated by the 6 edges from the 2-skeleton of the tetrahedron and the
edges [15], [26],[37], [48], [56],

78 generated by the 8 vertices {1,2,3,4,5,6,7,8}.

O

o

Z
I

Thus, the chain complex becomes

Z4 92 Zl] Zg do 0

With the theory of simplicial chain complexes in place, we can now define the
simplicial homology groups. These groups are constructed by relating the cycles
and boundaries within the chain complexes, providing groups that are isomorphic
to free abelian groups.

Definition 1.1.12. The n-th simplicial homology group of a simplicial complex K is
defined as the quotient group

Z,(K)

=B,

where Z,(K) = Kero, is the group of n-cycles and B,(K) = Imd,1 is the group of
n-boundaries.

The homology group H,(K) measures the n-dimensional holes of K. The elements
of the group are the equivalence classes of n-cycles that cannot be reduced as
boundaries of higher-dimensional simplices.

Example 1.1.13. Let us compute the homology groups of the abstract simplicial complex
K introduced in Example 1.1.10.

e The zeroth homology group is:

Kerd
Ho(K) = ~— 810 .

Since dy = 0, the kernel is all vertices, and the image of d1 relates these vertices
via edges. As the complex is connected, this identifies all vertices in homology.
Therefore, Hy(K) = Z.
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e The first homology group is given by:

o Ker81
 Imaoy’

Hi(K)

In the tetrahedron, every 1-cycle bounds a 2-simplex. Hence, all cycles lie in the
image of 9. Therefore, these do not affect the computation of the homology. We
note that there is a cycle [12] + [15] + [26] + [56]. This cycle is the only non-
boundary 1-chain in the complex, and it generates the first homology group. Hence,
H;(K) = Z.

® The second homology group is given by:
Hz(K) = Ker 82.

The 2-simplices in the tetrahedron form a 2-cycle that is not a boundary of any 3-
simplex in K, as there are no 3-simplices. This cycle corresponds to a 1-dimensional
kernel, so Hy(K) = Z.

Thus, the homology groups of the complex K are:

Ho(K)=Z, H(K)=2Z, Hy(K)=Z.

Before proceeding, it is important to highlight the following property of homology
groups that justifies their use as topological invariants.

Observation 1.1.14. A fundamental result in homology theory is that homotopy equiv-
alent spaces have isomorphic homology groups. This result underscores that homology is
a topological invariant, meaning it remains the same under homotopy (i.e. it does not de-
pend on the particular triangulation of the space). This property is crucial for homological
theory, as it ensures that the homology groups reflect intrinsic topological features.

In particular, it is important in the context that concerns us. In persistent homology,
homology must be a robust and well-defined tool whose output does not depend on arbitrary
choices such as triangulations or discretization of the space.

Unfortunately, the proof of this theorem involves singular homology, which is not covered
in this work. For this reason, we do not include the proof here.

1.2 Homology as an R-Module

Since chain complexes of triangulated topological spaces are sequences of abelian
groups, we can naturally define a module structure considering scalar multiplica-
tion by integers.



8 Simplicial homology

Given a chain ¢ € C,(K), where K is an ordered simplicial complex and an integer
n € Z, we define scalar multiplication as follows:

n times

—N— .
c+---+¢ ifn>0,

n-c=190, ifn=0,

n times

/_/% .
—c—---—¢, ifn<0.

This operation satisfies the properties of a module over Z. Given ¢y,c; € C,(K)
and n,m € Z, we verify the module axioms:

¢ Distributivity over addition in C,:
n(C1+C2) = (C1+C2)+"‘+ (C1+C2)
n times

=+ttt -+ =ncy+ nc.

n times n times

¢ Distributivity over addition in Z:

(n+m)jcr=c1+--+c1=c1+--+c1+c+---+c1 =ncy+ me.

-~

(n+m) times n times m times

¢ Compatibility with integer multiplication:

(nm)ey=c1+---+c1=n-(c1+---+c1) =n(mey).
—_——

—
nm times m times
¢ Identity element:
l-ci=¢, 0:-c1=0, and (—n)-c;1=—(n-c1).

Thus, each chain complex C,(K) is naturally a Z-module.

More generally, we can extend it by considering chain complexes over an arbitrary
commutative ring R to take advantage of the module structure. This provides
greater flexibility and often simplifies homology computations.

From now on, we consider chain complexes with coefficients in a ring R. Formally,
for each n, we define
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extending scalars from Z to R. This construction allows the homology groups to
be defined over R, inheriting its linear structure.

We now extend the previous fundamental definitions to chain complexes over an
arbitrary ring R.

Definition 1.2.1. A chain complex of R-modules is a sequence of R-modules C,(K; R)
together with boundary operators

dn : Cu(K;R) — Cy—1(K; R)
such that the composition of consecutive boundary operators is always zero:

0y,-100, =0 forall n.
We denote the entire complex by (C.(K; R), 9y).

Note that the property 0,,_1 09, = 0 carries over from the case of chain complexes
over Z, as established in Proposition 1.1.7.

Definition 1.2.2. The elements of C,, are called n-chains. The submodule of n-chains
that are sent to zero by 9, is called the cycle module and is denoted by

Z, = Kerd, C C,(K;R).

Similarly, the image of 0,11, consisting of n-chains that are boundaries of (n + 1)-chains,
forms the boundary module, denoted by

By =1Im 9,41 C Cu(K; R).

With these definitions in place, we can now introduce homology groups with
coefficients in R.

Definition 1.2.3. Let K be an ordered simplicial complex and R a ring. The n-th homol-
ogy group of K with coefficient in R is given by

Kero,  Z,(K;R)

H,(K;R) = =
n(KiR) Imad,; B.(K;R)

To compute homology, we analyse how cycles and boundaries interact in a chain
complex. Exact sequences help track when boundaries capture all cycles, mean-
ing homology vanishes. They also allow us to relate different homology groups
efficiently.

We formalize this with the following definition:
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Definition 1.2.4. A sequence of morphisms of R-modules
aﬂ n
oo Cup1 (K R) 25 Co(KGR) 25 Cu 1 (KGR) — - - -
is called exact if for every n, we have

Ima, 1 = Kerod,.

If the sequence is exact at C,(K; R), then every n-cycle is a boundary, so the ho-
mology group vanishes, i.e., H,(K;R) = 0.

In this sense, the n-th homology group of K with coefficients in R measures the
failure of exactness of the complex C,(K; R) at each degree.

A key advantage of working with homology over an arbitrary ring R is that it
enables finer distinctions between spaces that may not be detected over Z. For
instance, torsion in homology groups disappears when tensoring with a field k,
simplifying computations significantly. By considering H,(K;k), the homology
groups become k-vector spaces whose dimensions are known as Betti numbers.

Definition 1.2.5. Let K be an ordered simplicial complex and k a field. The n-th Betti
number of K with coefficients in k is defined as:

Intuitively, B, (K, k) counts the number of n-dimensional holes in K. For example:
* Bo represents the number of connected components of K.
* B corresponds to the number of independent loops or 1-dimensional cycles.
* B> counts the number of enclosed voids or cavities.

More generally, working over different rings can reveal additional structure. For
example, torsion elements in homology are detected by computing homology with
coefficients in Z/pZ for various primes p.



Chapter 2

From Simplicial Homology to
Data: Complexes in Persistent
Homology

Topological Data Analysis (TDA) is a set of techniques for an-
alyzing datasets using tools from topology, particularly alge-
braic topology, to extract robust and interpretable features re-
lated to the shape of data. [2]

G. Carlsson (2009)

In algebraic topology, simplicial homology is a powerful tool for studying the
shape of spaces by analysing the structure of simplicial complexes. Thus far, we
have considered simplicial complexes that are either explicitly given or obtained
by subdividing spaces into simplices. However, in topological data analysis (TDA),
we begin with a finite set of points sampled from an unknown space and must
construct a simplicial complex to approximate its topology.

To this end, we introduce two fundamental abstract simplicial complexes: the Cech
complex and the Vietoris-Rips complex. These provide distinct ways to construct
simplicial complexes from point clouds in a metric space.

Before defining these constructions, we introduce the concept of an abstract sim-
plicial complex, a purely combinatorial object defined by set inclusion rather than
geometric embedding.

Definition 2.0.1. Let V = {vy,...,0v,} be a set of vertices. An abstract simplicial

11



12 From Simplicial Homology to Data: Complexes in Persistent Homology

complex K on V is a collection of subsets of V such thatif o € Kand T C o, then T € K,
and moreover {v;} € K foralli € {1,...,n}.

2.1 Cech Complexes

Intuitively, in a Cech complex, an n-simplex is included whenever n + 1 balls
centered at points in a metric space have a non-empty common intersection. In
formal terms:

Definition 2.1.1. Let X be a metric space, S a finite subset of X, and r > 0 a scale
parameter. The Cech complex C(S,r) is an abstract simplicial complex defined as follows:
1. The vertices of C(S,r) are the points of S.
2. A k-simplex {xo, x1, ..., xx} belongs to C(S, r) if and only if

k

() B(xi, 1) # @.

i=0

where B(x;,r) denotes the closed metric ball of radius r centred at x;.

While the C(S,r) at a fixed scale r provides a single approximation of the under-
lying topology, a more informative approach is to study how the complex evolves
as r varies. This leads to the notion of a filtration, which captures topological
changes across different scales through a sequence of simplicial complexes. We
now formalize the Cech filtration.

Definition 2.1.2. The Cech filtration is the nested sequence of simplicial complexes given
by:
C(S) = {C(S, r)}I’ZO/

where each C(S,r) is the Cech complex of S at scale v, and for any r < s, we have a
simplicial inclusion C(S,r) C C(S,s).

S S T - S S-S S

Figure 2.1.3: Inclusions between Cech complexes on a 4-point set while r increases.
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2.2 Vietoris-Rips Complexes

In a Vietoris-Rips complex, an n-simplex is included whenever every pair of the
n + 1 points is at most a fixed distance apart. Formally:

Definition 2.2.1. Let X be a metric space, S a finite subset of X, and r > 0 a scale pa-
rameter. The Vietoris-Rips complex VR (S,r) is an abstract simplicial complex defined
as follows:

1. The vertices of VR (S, r) are the points of S.

2. A k-simplex {xo,x1,...,xx} belongs to VR(S,r) if and only if every pair x;, x;
satisfies:
d(x;,x;) <2r foralli,j.

where d is the distance between the two points.

Observation 2.2.2. The Vietoris-Rips complex can be interpreted in terms of metric balls.
A simplex {xo,x1,...,x¢} is in VR(S, r) if and only if:

B(x;,r)NB(xj,r) #Q foralli,j.
That is, the closed metric balls of radius r centred at each pair of vertices must have a
non-empty intersection.
As with Cech complexes, we can define the same way the Vietoris-Rips filtration.

Definition 2.2.3. The Vietoris-Rips filtration is the nested sequence of simplicial com-
plexes given by:
VR(S) = {VR(S,7)}r=0,

where each VR (S, r) is the Vietoris-Rips complex of S at scale r, and for any r < s, we
have a simplicial inclusion VR(S,r) € VR(S,s).

0 o0 16 D B .

Figure 2.2.4: Inclusions between Vietoris-Rips complexes on a 4-point set while r in-
creases.
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Having introduced the definitions of the Cech complexes and Vietoris-Rips com-
plexes, we now explore their fundamental properties. Although both construc-
tions aim to approximate the topology of a space from a discrete set of points,
they differ in their criteria for forming simplices.

2.3 Comparing Cech and Vietoris-Rips Complexes

Computing Cech complexes is often computationally expensive. For this reason,
it is useful to establish inclusions and relationships between Cech and Vietoris-
Rips complexes, which can provide more efficient alternatives while preserving
topological information.

The following inclusion appears in [11], and the proof is partially inspired by the
approaches presented in [6] and [4].

Proposition 2.3.1. For any finite set S in a metric space of dimension d and any r > 0,
the complexes hold the following inclusions.

VR (s,m/d;dl> C C(S,r) CVR(S, 1)

Proof. Second inclusion: C(S,r) C VR(S,r) .

= e

4 VR

Figure 2.3.2: Any C(S,r) simplex at scale r also appears in the Vietoris-Rips complex at
scale r.

Suppose that a k-simplex {xo, x1,...,x¢} C Sisin C(S,r). By definition, this means
that the intersection of the closed metric balls B(x;,7) centered at these points is
non-empty:
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Let p be a point in this intersection. Then, for every i, we have d(x;, p) < r. By the
triangle inequality, for any pair x;, x;,

d(xi,x;) < d(xi,p) +d(p,xj)) <r+r=2r.

This implies that all pairwise distances satisfy d(x;, x]-) < 2r, which means the
simplex is present in V'R. Thus, we obtain the inclusion:

C(S,r) CVR(S,r).

First inclusion: VR (S,r\ / dz*dl) CC(S,r).

VR 4

Figure 2.3.3: Each Vietoris-Rips simplex lifts to a Cech simplex at a slightly larger scale.

Suppose {xo, x1,...,x} €S C R%. We aim to determine the maximum ' = (d)r
satisfying that if every pair of points is separated by a distance at most 2+, then

ﬂi'(:o B (x;,1) # Q.
First, consider the case k < d.

Define the function f : R? 5 R by:

f(y) = max |[x; — yl|.

0<i<k

This function measures how far y is from the given points. It is continuous and
tends to infinity as ||y|| — oo. Since it is also bounded below, it attains a global
minimum at some point yp. We claim that y is the barycenter and belongs to the
convex hull of {xg,x1,...,xx}.

To see this, assume for contradiction that v is not in the convex hull. This means
there exists a separating vector v such that

v-(xi—yo) >0 forall x;.



16 From Simplicial Homology to Data: Complexes in Persistent Homology

Consider perturbing yo along v, setting v = yo + Av for some small A. Expanding
the squared norm, we obtain:

1(xi = yo) = Av[|* = [l — yolI* — 240 - (xi — yo) + A%[[o]|*.

Rearranging, we find:

1% = yoll* = ||(xi — yo) — Av||> + 2Av - (x; — yo) — A||0||%.

Since squared norms are always non-negative, choosing a sufficiently small A > 0
ensures that:
2 2
1% =yoll* > [I(xi = yo) — Ao|~.

This contradicts the minimality of y, proving that no such v can exist. Thus, yo
must lie in the convex hull of {xo, x1,..., X }.

Denoting X; = x; — yo, we obtain a combination agXp + ... +4;X; = 0 for some
d" < d' with ag > a; > 0 for all i.

Isolating Xy, we have the relation:

%o

Using the Pigeonhole principle!, at least one term in the sum satisfies

f(ZO) < _<5C\O . 5C\z>

We also know that f(y0)? = ||%o|| = ||i|| since yo is the barycenter.

Applying the inequalities, we obtain:

2 2 2 - . o -
PP+ 540 = o+ RS 4 p0? < Il - 2% %) + 1191
= II%0 = %1 = IIx0 — xi%

1 Also known as Dirichlet’s box principle or Dirichlet’s drawer principle
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Hence,

For the case k > d, Helly’s theorem? ensures that if every d + 1 balls of radius r

intersect, then all k balls do as well. Since the points span a simplex in IR?, this
condition holds, implying the vertices form a simplex in C(S, ).

O]

2.4 Tracking homology across filtrations

A fundamental idea in topological data analysis (TDA) is understanding how data
shapes evolve at different scales. Persistent homology formalizes this by tracking
the changes in homology groups across a filtration, revealing which topological
features persist and which disappear as the scale increases.

We’ve seen filtrations over simplicial complexes, but we will use a more general
perspective moving forward. To do so, we first generalize the concept of filtration.

Definition 2.4.1. A filtration of a simplicial complex K is a nested sequence of subcom-
plexes
OD=KyCKiCKyC---CK,=K

such that each inclusion K; — K1 induces a linear map on homology
Hyu(Ki) = Hp(Kit1)
for each homology dimension n.

Since we are interested in the behaviour of homology under filtrations, we analyse
how the inclusion K; C K affects the associated chain complexes.

Observation 2.4.2. The inclusion K; C K1 induces C,(K;) C C,(K;y1), since we are
adding simplices.

The boundary operator 9, respects this inclusion, so we have:

Kerd, |k, C Kerdy|k,,, and Imo, 1|k, € Imo, ]k,

2Helly’s theorem states that if every subset of d + 1 convex sets in R has a nonempty intersection,
then the entire collection does. See J. Matousek, Lectures on Discrete Geometry, Springer, (2002).
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As a result, the homology groups H,(K;) = Ker 9,/ Im 0,1 remain well-defined and the
induced maps on homology are linear.

The filtration structure allows us to track the evolution of homological features
across different scales. This approach is central in persistent homology, which is
both robust to noise and meaningful in data analysis. We now define homology
over such filtrations.

Definition 2.4.3. Let {K,},cRr be a filtration of a topological space. The n-th persistent
homology group at scale (r,s), with r <'s, is given by

H =Im (H,(K;) — H,(Ks)),

representing the homological features that appear in H,(K,) and persist until at least
H,(Ks).

The corresponding n-th persistent Betti number is the rank of the group By, which
equals dim(Hy;*).

In this way, persistent homology captures how topological features evolve over
varying scales in a stable and informative manner.

2.5 Barcode Representation

Since persistent homology tracks how homology classes persist over different
scales, there is a way to represent persistent homology more intuitively and read-
ably. This is through barcodes, which provide a graphical summary of the per-
sistence evolution. Instead of analysing homology groups across different scales
through algebraic maps, barcodes allow us to visualize the birth and death of
features as a collection of intervals on a line.

These intervals correspond to the lifespans of homology classes, and their lengths
indicate the significance of the corresponding topological features. Longer in-
tervals suggest persistent structures, which are likely to be meaningful, whereas
shorter intervals often correspond to noise. The barcode representation is not just
a convenient visualization but also has deep theoretical significance, as we will
discuss in Chapter 3.

As shown in Figure 2.5.2, barcodes provide a compact and intuitive way to sum-
marize the topological evolution of data.

Formally, we define barcodes as follows:
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Definition 2.5.1. A barcode B is a collection of intervals of the form (b;, d;] C RU {oo},
each representing the lifespan of an n-dimensional homology class [z]"* € Hy in a filtered
simplicial complex.

For each interval that corresponds to a homology class, we define its birth and death as
b([z]"*) and d([z]"*), and associate the interval

(b([2]™), d([2]")]-

H

Figure 2.5.2: An approximation of a barcode representation, where only a subset of
simplicial complexes from the filtration has been selected instead of the full filtration.
Each horizontal bar represents a homology class that appears at a certain filtration step
and persists until another.



Chapter 3

Structure Theorem for Persistence
Homology

Once the foundations of persistent homology have been established, we now turn
to its algebraic classification. The key result in this direction is the Structure Theo-
rem for Persistent Homology, which states that any finitely generated persistence
module decomposes uniquely up to isomorphism as a direct sum of interval mod-
ules. This theorem provides the formal justification for representing persistent
homology as barcodes.

Persistent homology is naturally defined over filtrations indexed by an ordered
set, such as R or Z. While the discrete case is often considered in computational
settings, since data filtrations are naturally discrete, the general formulation of
the Structure Theorem applies to persistence modules indexed over R. In fact,
any continuous filtration can be approximated by a discrete one without loss of
essential topological information. However, for mathematical completeness and
to align with the broader theoretical framework, we shall present the Structure
Theorem and its proof in the continuous setting.

The proof strategy adopted here builds upon the framework outlined in [10], while
expanding on it by incorporating further details and intermediate results to en-
hance clarity and rigor.

3.1 Persistent Modules. The Algebraic Perspective

The key algebraic structures used to study the evolution of homology groups
across different scales are persistence modules. These modules provide a rigorous

20
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framework for understanding how topological features of a space change across a
filtration and offer a direct algebraic interpretation of persistent homology.

Intuitively, a persistence module is a family of vector spaces (or, more generally,
modules) indexed by an ordered set (usually R or Z), equipped with linear maps
that describe how these vector spaces relate to each other as the parameter in-
creases.

Definition 3.1.1. An R-indexed persistence module over a field k is a pair (M, ¢),
where M = { M, },cR is a collection of finite-dimensional k-vector spaces and ¢ = {¢@ys :
M, — M} is a collection of linear maps which satisfy:

1. @1, is the identity map for all r.

2. Qs 0 @rs = @ryt forall v < s <t (functoriality condition).

In the context of persistent homology, we compute homology with coefficients in a
field k, so that the resulting homology groups are vector spaces and can be studied
as persistence modules, which are well understood and classifiable. Each homol-
ogy group H,(K;), where {K;};cr is a filtration of a topological space, forms a
vector space that captures the topological features at the r-th level of the filtration.
Moreover, as established in Definition 2.4.1, these spaces are connected by induced
homomorphisms arising from the inclusions K, — K for r < s. Consequently, the
maps @ represent these homomorphisms.

If we take a portion of the filtration from Figure 2.5.2, highlighted in Figure 3.1.3,
where a barcode is approximated, we can define the associated persistence mod-
ules and transition maps. For simplicity, we focus only on a subset of the filtration.

Example 3.1.2. Let us consider the filtration of a simplicial complex given below, with its
structure illustrated in the adjacent image.

Ko = {vo,v1,v2,v3}, Ki=KoU{epn}, Kr=KiU{en},

K3 = Ky U{ex, e}, Ka= KzU{ep, 0012}

where e;; represents an edge between vertices v; and vj, and oyj. represents a 2-simplex
formed by the vertices v;, 0j, V.

The corresponding spaces obtained from the 0-homology group can be defined as follows:
e My= k* <[UO]I [vl]/ [02]1 [03]>
° Ml = k3 & <[UO = Ul]/ [02]/ [03]>
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e M, = K2 <[UO =01 = 02]1[03]>
o Mz =k ([og =10, =05 =03))
o My=k={[vg=0; =0 = 03))

The ones obtained from the 1-homology group are:

'MQZO
.Mlzo
e M, =0

e Mjs = k = (), where vy represents the cycle vy — v1 — vy — V3 — Vg
e My = k = (7) as the cycle persists through the addition of the edge.

Thus, we can summarize the persistence module corresponding to the chain complex using
the following image, which displays the modules at each stage of the filtration along with
the linear maps between them.

Figure 3.1.3: Persistence module from a filtration.

Persistence modules have an algebraic structure that allows for the definition of
operations such as kernels, images, and quotients of morphisms, similarly to how
these concepts work for vector spaces or abelian groups.

In addition to these operations, we can also define morphisms between persis-
tence modules. These morphisms induce commutative diagrams, allowing us to
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compare different persistence modules and explore their relationships. They are
essential for studying properties such as stability and interleaving.

Definition 3.1.4. A morphism between the two persistence modules (M, ¢) and (N, ¢),
indexed over Z and defined over a field X, is a family of linear maps

friMy — N, VreZ

such that for all v < s, the following diagram commutes:

M, 2 M,

N, —¥2 N,

This definition ensures that the maps f, are compatible with the structure maps of
the persistence modules, preserving the evolution of the vector spaces along the
filtration. In the context of persistent homology, such morphisms naturally arise
when comparing the homology groups of a filtered simplicial complex at different
scales, allowing us to track how these features appear, persist, and disappear as
the filtration goes on.

Having defined persistence modules consistently, we now introduce a particularly
important class, the interval modules, which are specific persistence modules as-
sociated with intervals.

Definition 3.1.5. Given an interval (a,b] C R, with b < oo, the interval module
k(a, b] over a field k is the persistence module defined by:

K(a, b], = {k, ifr € (a,b),

0, otherwise,

with structure maps ¢, : k(a, b], — k(a, b]s given by

idy, ifr<sandr,sé€ (a,b],
Prs = .
0, otherwise.

Let us recall that our aim in this chapter is precisely that every persistence module
can be decomposed as a direct sum of such modules.
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3.2 Decomposition as a direct sum

Before starting, it is essential to discuss the concept of decomposition. We need to
examine the conditions that ensure a persistence module has a unique decompo-
sition into indecomposable summands.

Definition 3.2.1. Given persistence modules M = (M,, ¢;s) and N = (N,, i, ) indexed
over a set T C R (typically the filtration values), their direct sum M @ N is defined as:

e M&N),:=M,®N, forallr € T.

* (¢DY)rs = @rsDYysforallr <seT.

Here is an example of a persistence module and its direct sum.

Example 3.2.2. Consider the persistence modules M and N indexed over Z and defined
over a field k:

- M is the module:

Mo=k ™ M=k 25 My =05 M3 =0

with structure maps @1 = id and all other maps trivial.
- N is the module:

No=025 N =k 25 N, =k 2 Ny =0

with structure maps yn » = id and all other maps trivial.

Compute the direct sum M & N and obtain:
(M&N)y=kae0=k (M&N);=kak,

(M@N)QZ()@k:k, (M@N)g,:OEBO:O.

The structure maps are:

(9D YPlog = [(1) 8] , (@)= [8 (1)] ,

with all other transition maps being trivial.

Thus, the direct sum M @ N combines the persistence of M and N, maintaining their
independent structures within a single module.
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If a persistence module can be expressed as a direct sum of two nonzero persis-
tence modules, we say it is decomposable. Otherwise, it cannot be decomposed in
this way and is called indecomposable. More formally:

Definition 3.2.3. A persistence module M is decomposable if there exist nonzero per-
sistence modules My and M, such that

M= M; & M.

Otherwise, M is called indecomposable.

Before proving the Structure Theorem for persistence modules, it is essential to
understand their building blocks: the interval modules. The following proposition
shows that they are indecomposable, meaning they cannot be expressed as a direct
sum of smaller non-trivial modules, highlighting their fundamental role.

Proposition 3.2.4. Every interval module k(a, b] is indecomposable as a persistence mod-
ule.

Proof. Suppose there exist nonzero submodules Nj, N> C k(I) such that

k(1) = Ny & No.

Since k(I) is one-dimensional or zero at every point ¢, for each t € (a,b], exactly
one of (N7); or (N,); must be zero.

Define the sets

Li=A{te(ab]|(Ni):#0}, L={te(ab]|(No):# 0}

Since N and N, are submodules of k(a, b], the sets I; and I, correspond to con-
tinuous intervals within (a, b], representing the regions where the submodules are
non-zero.

By the definition of an interval module, the maps between nearby points in (a, ]
are isomorphisms. This forces I; and I to be either empty or equal to the entire
interval, as they cannot overlap.

Thus, either I = (a,b] and I, = @, or vice versa. Hence, k(I) is indecomposable.

O]



26 Structure Theorem for Persistence Homology

3.3 Proof of the Structure Theorem

The first concept we need is the set of values where the structure of the module
changes, that is, where the transition maps fail to be isomorphisms.

Definition 3.3.1. The spectrum, Spec(M), of a persistence module M is a set of points
t1,...,tn € R such that for every neighbourhood U of t;, there exist r,s € U with
r < t; < s for which the associated linear map ¢, s : M, — Mj is not an isomorphism.

Observation 3.3.2. Clearly, for interval modules, the spectrum consists of the endpoints
of the interval. At these points t;, any sufficiently small neighborhood contains r < t; <'s
such that the map ¢, s is no longer an isomorphism.

Specifically, at the birth endpoint, the maps before t; are zero, so @, s fails to be an isomor-
phism because its image is trivial. At the death endpoint, the maps lose invertibility since
beyond that point the persistence module “dies”.

One key property of the spectrum of a persistence module is its invariance under
isomorphism. This is an important result, as it ensures that the spectrum provides
a robust tool to distinguish between different persistence modules. The following
proposition formalizes this idea:

Proposition 3.3.3. The collection Spec(M) is an isomorphism invariant of persistence
modules.

Proof. Let M and N be two persistence modules over the same field k, and suppose
that M = N. Then, there exists a collection of isomorphisms {f, : M, — N, }rer
such that for all » <'s, we have the commutative diagram in Definition 3.1.4.

M, — 5 M,

7| |7

‘Pr,s NS
We claim that Spec(M) = Spec(N). Let u € R. Suppose t ¢ Spec(M). Then there

exists a neighborhood U of t such that for all r,s € U with r <t < s, the map ¢,
is an isomorphism.

Since each f; is an isomorphism and the diagrams commute, it follows that each
Py s is also an isomorphism for all ,s € U, with r < s. Therefore, t ¢ Spec(N).

The same argument applies in the opposite direction, so we conclude that Spec(M)
= Spec(N) and Spec is an isomorphism invariant. O
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In order to construct a persistence module as a direct sum of interval modules, as
stated in the Structure Theorem, it is crucial to define the notion of semi-surjective
submodules, which allows us to incrementally build the module.

Definition 3.3.4. A submodule N C M is called semi-surjective if there exists a point
t € R such that:

* Ny =M, forallr <t,

 the map ¢.s : Ny — N; is surjective for all r,s € Rwitht <r <s.

t N ¢ M

Figure 3.3.5: A semi-surjective submodule N C M represented via barcodes. The sub-
module N coincides with M for all r < ¢, and is strictly contained in M afterwards.

We start by decomposing the real line into intervals determined by the spectrum
of M. Let Spec(M) = {a1 < ay < --- < a,} U {400} be the spectrum of M, and,
for convenience, set ag := —oo. We then the intervals Q; = (a;_1,4;] for 1 <i <mn,
and Q11 := (an, +00).

To discretize the persistence module M, we consider the vector spaces M; over
each interval Q; and identify elements related by the persistence maps ¢ ;.

Definition 3.3.6. Foreachi € {1,...,n+ 1}, define the vector space

V=] M/ ~,
s€Q;

where the equivalence relation ~ on M is defined by
vs ~ v ifandonly if @s(vs) =vr fors < t.

Here, {Ms, ¢y }scq, is the directed system describing the persistence module M over the
interval Q;.

Observation 3.3.7. Indeed, since all the maps ¢, with r,s € Q; are isomorphisms, the
space V' is naturally isomorphic to M,,.
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We equip the collection {V?} with the natural morphisms pij: Vi — Vi (fori < j)
induced by the maps ¢s;. The total dimension of M is defined as

dim(M) = Z dim (V).

The total dimension corresponds to the sum of the independent features (or bars)
in the persistence module’s barcode. Each V' represents a vector space for an in-
terval, and the total dimension counts how many features exist across all intervals.

Remark 3.3.8. Since the structure maps of the persistence module and the induced maps
on the associated vector spaces behave identically, we will not distinguish between them
in notation. We will denote both by ¢, s, as no ambiguity will result from this abuse of
notation.

Lemma 3.3.9. Let N C M be a semi-surjective submodule. Then there exists a semi-
surjective submodule Ny C M, such that Ny = N @ k(I), where I = (a,b] with a,b €
Spec M.

Proof. By the definition of a semi-surjective submodule, there exists t € R such
that N, = M, for all » < t. This implies there exist a minimal index i that satisfies
N/ = M/ for all j < i. In fact, i coincides with the one determined by t = a;_;. Pick
an element z; € M’ \ N/, and propagate it through the persistence maps, setting

zk = @ij(zi)-
At this point, two cases can occur:
® Case 1: There exists a minimal index j > i such that z; € Ni. In this
case, we say that the generator dies at index j, and we define the interval
I = (a;_1,aj_1]. The collection of elements (zj);<x; generates a submodule

isomorphic to the interval module k(I). Let us now describe this construc-
tion precisely.

Since the persistence map ¢;j : M' — M/ is linear and z; € N/, and knowing
N — N/ is surjective by definition, there exists an element x; € N’ such that

@ij(zi) = zj = @i j(xi).
Define y; = z; — x;, which captures the part of z; not contained in N i

As j is the first index such that ¢;;(y;) = 0, we define a submodule of M
generated by the images yx = ¢;(y;) for all i < k < j. For each such k, pick
representatives (yx)s € M; for s € Qy, and set:

Ps = spany ((yk)s), foralls e Qr C (a;_1,a;1].
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with persistence maps induced from those of M.
This defines a submodule isomorphic to the interval module k(a;_, aj,l].

e Case 2: For all k > i, we have z; ¢ Nk, In this case, the generator survives
indefinitely.

Since zy = ¢, x(z;) remains outside of N k for all k > i, we define a persistence
submodule generated by the images of z; under the persistence maps. For
each such k, we take representatives (z); € M for s € Qy, and define:

P; = spany_((zx)s), foralls e Qx C (a;_1,+00),
with persistence maps induced from those of M.
This defines a submodule isomorphic to the interval module k(a;_1, +0).

In both cases, we construct a new semi-surjective submodule isomorphic to k(a, ]
or k(a, o) by adding to N the submodule generated by the persistence of z;. There-
fore, it remains to show that N; = N + k(a, b] satisfies N; = N @ k(a, b] and that
it is a semi-surjective submodule of M.

To prove it is a direct sum, it suffices to show that N; N P, = {0} for all s € R.
If s ¢ (a;_1,aj_1], then P; = 0, so the statement is clear. Now suppose s € Q; C
(@i—1,4j—1]. We must show that (yx)s ¢ N;. Start supposing that (yx)s € Ns.

As N is semi-surjective, the index t = a;_; is the maximum value that satisfies
M; = N;. Then, for every r € (ax_1,s), we can find w, € N, such that ¢,s(w,) =
(yx)s- From these elements w,, we define an element w € N k with representatives
given by:
wy, ifap_1 <r<s,
(@)r = { (vk)s, ifr=s,
@s,r((yk)s)/ ifs<r S .,

where ¢, denotes the persistence map from time s to r.

We observe that w = y,. Indeed, this follows from the consistency of the transition
maps. The element w has the same representatives as y, at all time indices r €
(ax_1,ax], and these representatives are consistent with the transition maps. Hence,
w coincides with y; as an element of the module. Therefore, yx € Ny, which
contradicts the assumption that y; is a new generator not yet in N. Hence, (y)s ¢
N; as desired. This shows that P intersects N trivially, and therefore the updated
submodule is given by Ny = N @ P.

Finally, N; is a submodule of M, as it is the direct sum of two submodules. We now
verify that N; is semi-surjective, let t = a;_;. By construction, we have N, = M,
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and P, = 0 for all r < £, so (N;); = M, in this range. For r > t, the transition
maps of both N and P are surjective. Since the transition map of Nj is defined
as the direct sum of those of N and P, it is also surjective. Therefore, N; is a
semi-surjective submodule of M. O

At this point, we have established all the necessary tools to prove our theorem.
Intuitively, the Structure Theorem states that the barcode completely characterizes
the algebraic structure of the persistence module M, encapsulating the persistence
of its topological features across scales. We now proceed with the formal statement
and proof of the theorem.

Theorem 3.3.10 (Structure Theorem for Persistent Homology). Let (M, ¢) be a per-
sistence module. Then there exists a finite collection {I;, ml}fi 1 of intervals I; with their
multiplicities m;, where I; = (a;, b;] or I; = (a;,00), m; € N and I; # I; for i # j, such
that

Moreover, this decomposition is unique up to isomorphism.

Proof. The existence of a decomposition into a direct sum of interval modules
follows from Lemma 3.3.9, by constructing the persistence module inductively.

We begin with the trivial semi-surjective submodule Ny = {0}. At each step, we
apply Lemma 3.3.9 to construct a new semi-surjective submodule

Niy1:= (N;)y = N; o k(1),

for some interval I; = (a;, b;] where ai, bi € Spec(M).

Since dim N;;; > dim N; and M is finite-dimensional, the process terminates at
some step L with dim N; = dim M. Then N; = M, completing the construction.

Observation 3.3.11. Unlike in the proof of Lemma 3.3.9, in this case we construct the
bars starting from the zero submodule. Since at each step we are adding a new interval
module, and we already know that the sum is direct, we do not need to worry about
potential overlaps between generators.

In particular, in both cases considered in the lemma, the element z; can be propagated
forward through the persistence module without any adjustment, as it does not interfere
with the previously added summands.
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As the existence has already been established, we write:

where B = {(I;, m;)} is the barcode of M.

Let Spec(M) = {ay,4ay,...,an+1} be the spectrum of M, ordered so that a1 < ay <
-+ < any1 = +oo. Define B to be the collection of all intervals of the form (a;, a]-]
with 1 <i <j < N 41, and denote their multiplicities by

P mi,]' if (ai,aj] c B,
1] — .
! 0 otherwise.

Foreach1 <i<j< N+1,letg;j: V' =M, — V= M, be the structure map
of the persistence module. Define

bjj := rank(¢;;),

which counts the number of classes born before 4; that are still alive at a;.

A class represented by the interval (a4, ag] contributes to b; ; if and only if it is born
before 4; and dies at or after 4, that is, if « < i and B > j. Hence,

bi,]' = Z ﬁvé,ﬁ'
a<i
B=j

To isolate a specific multiplicity 7i; ;, we consider how b; ; changes with i and j:

bivrj= Y, Map=bij+ ) g

a<i+1 B>j
B>j
biji1 =}, flap=Dbij— ) i,
a<i a<i
B2j+1
biv1j+1 = bijp1+ ) Mg
B=j+1

Substituting into the expression

biy1j+ biji1 — bij — bivjy,
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we obtain:

This formula expresses the multiplicity 7;; purely in terms of the ranks b;; =
rank(¢; ;). Since both the spectrum and the morphism ranks are fully determined
by the module M, it follows that the multiplicities m; ; are uniquely determined.
Therefore, the decomposition is unique. O

This concludes the proof of the Structure Theorem, providing a clear and solid
foundation for using barcodes in persistent homology. Thanks to this result, we
can confidently rely on barcodes as a fundamental and precise descriptor in TDA.



Chapter 4

Stability Theorem for Persistence
Homology

In this chapter, we focus on the stability of persistent homology. The Stability The-
orem states that slight perturbations in data produce only small variations in their
barcodes. This provides one inequality in the Isometry Theorem. The converse
inequality, which shows that the bottleneck distance bounds the interleaving dis-
tance, follows from the Structure Theorem but lies beyond the scope of this work.
While often stated for discrete filtrations, the Stability Theorem extends naturally
to persistence modules indexed over IR, and we present it in this generality.

The approach taken here follows the general structure of the proof given in [10],
although we have introduced additional concepts and results along the way for
clarity and completeness.

4.1 Interleaving of filtrations

Two filtrations are said to be interleaved if their associated chain complexes are
close enough to each other in a controlled manner. Specifically, this means that the
simplices in one filtration appear in an order that alternates with those in the other
filtration. In other words, for each simplex, there is a corresponding simplex in
the other filtration, and the "timing" or "scale" at which they appear or disappear
only differs by a small amount. This condition ensures that the two filtrations
are very similar in structure, which, in turn, implies that the barcodes generated
from each filtration will be almost identical. Essentially, the interleaving condition
guarantees a strong relationship between the two filtrations, which we can see in
the similarity of their topological features captured in their barcodes.

33
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Definition 4.1.1. Let {K,},ecr and {L,},er be two filtrations. We say that they are 6-
interleaved if there exist families of maps ¢, : Ky — L,y and ¥, : L, — K, such that
the following diagram commutes for all r € R:

Ky Kr+(5 Kr+2(5 —
Pr Pris
oG 3K
L, Lr+§ Lr+215 —

In this context, the maps ¢, and 1, must satisfy the interleaving conditions: for each r,
the maps @, 5 o P, and P, 5 o @, are equal to the corresponding inclusions.

Definition 4.1.2. Given two filtrations, their interleaving distance is defined as the
infimum over all § > 0 for which the filtrations are d-interleaved.

The interleaving distance, as defined above for filtrations, can be naturally ex-
tended to persistence modules. Since taking homology (in a fixed degree) trans-
forms filtrations into persistence modules, we define the interleaving distance be-
tween two modules as the interleaving distance between their corresponding fil-
trations. This approach preserves consistency and allows results to be transferred
between the two settings.

4.2 Bottleneck distance

Since the Structure Theorem has been established in Chapter 3, it is both natural
and practical to define a distance directly between barcodes, which we refer to as
the bottleneck distance. For this purpose, we now introduce some key concepts
related to barcodes.

Definition 4.2.1. A §-matching between two barcodes B and C is a bijection y : B’ —
C', where B' C B and C' C C, that satisfies the following conditions:

1. Bys C Coim(p), meaning that all intervals in 3 that are within 26 of some matched
interval are included in the coimage of u.

2. Cys C Im(p), meaning that all intervals in C that are within 26 of some matched
interval are included in the image of .

3. Ifu(l)=J,then C J+56and ] C 1 £5.

Definition 4.2.2. Given two barcodes B and C, their bottleneck distance dy.;(B,C) is
defined as the infimum over all 6 > 0 for which there exists a 5-matching between B and
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Before applying this definition, it is important to consider a basic structural re-
quirement for a /-matching to exist.

Observation 4.2.3. Two barcodes can only be 5-matched if they contain the same number
of infinite bars. This is because infinite bars, which represent features that persist indefi-
nitely, cannot be matched with finite bars nor ignored in a valid matching. Each infinite
bar must be paired with another infinite bar, which imposes a necessary condition on the
structure of the barcodes.

Moreover, any unmatched bar must have length strictly less than 26.

The following figure shows two barcodes that are J-matched, illustrating the con-
cept described above.

I

i,

9]

°3 5 s

Figure 4.2.4: A j-matching between two barcodes. Endpoints of matched intervals are
at most J apart.

4.3 Shifted persistence modules

We now introduce the shift of a persistence module, a basic but essential construc-
tion that facilitates the proof of the Stability Theorem. Shifts enable us to compare
persistent modules by introducing a controlled delay.

Definition 4.3.1. Let (M, @) be a persistence module and let 6 > 0. The 5-shift of M is
the persistence module (M[6], [0]) defined by:
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e Foreachr € R, set M[6], := M, s,
e Forallr <s, set [0]rs = Priss+o-

This construction defines a new persistence module (M[6], ¢[0]).

Along the same lines, one can define a natural morphism from a persistence mod-
ule to its shifted version, as well as morphisms between shifted persistence mod-
ules for different shift parameters.

Definition 4.3.2. Let 6 > 0. The é-shift morphism
@’ (M, ) — (MI3], 9[d])

is defined at each r € R by setting ®° := @, ..

This is a well-defined morphism of persistence modules. Indeed, for all r <'s, we
have

Pr46,546 © Prr+6 = Ps,5+6 © Prss

which shows that the following diagram commutes:

M, — 4 M,

@fl lcpé

S

Pri6,5+6
M, s —— My

Therefore, ®° is a morphism of persistence modules.

Definition 4.3.3. Let f : M — N be a morphism of persistence modules. The shifted
morphism associated to f, denoted f[0] : M[6] — N|[0], is defined at each r € R by

f[(S]r = fr+(5~

Lemma 4.3.4. Let f : M — N be a morphism of persistence modules. Then for every
0 > 0, the following diagram commutes:

M—— N

o | %

LN

That is, the composition of morphisms satisfies f[6] o ®, = @, o f as morphisms from
M to N[J].
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Proof. For each r € R, we compute:
(flo] o @3y)r = fl0]r 0 cD?VI,r = fr+6© Prirtos
(@0 flr =P 0 fr = Wrpis0 fr
Since f is a morphism of persistence modules, we have
fr+6© Prrvs = Pryts 0 fr.

Hence, the two compositions agree at every r € IR, which proves the commutativ-
ity of the diagram. O

Let us now illustrate how the shift operation works on interval modules with the
following example.

Example 4.3.5. Consider the interval module I =k, 4 defined by
L k ifre(bd],
' 0 otherwise,

with structure maps given by the identity on k whenever defined.

The 5-shifted module 1[6] is given by

k ifr+06¢e (bd, k ifre(b—96,d—79],
0 otherwise. 0 otherwise.

In other words, 1[6] = Kp—s,4—6)-

The 6-shift morphism ®° : I — 1[6] is defined componentwise as

5. .
CI)r = Qrrys - L — Ir+51

which corresponds to the identity map k — K if both r and r + 6 belong to (b, d|, and the
zero map otherwise.

At this point, we can define the interleaving distance between persistence modules
by using shifts and the commutative diagrams introduced above.

Remark 4.3.6. For practical reasons and from now on, we will use the notation f and g
to denote the maps obtained by first applying the original morphisms and then composing
with the appropriate 5-shift on the target modules.
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Definition 4.3.7. Let (M, ¢) and (N,y) be persistence modules, and let 6 > 0. A
d-interleaving between M and N consists of a pair of morphisms of persistence modules

f:M— N4, g:N— M,
such that the following compositions coincide with the corresponding 26-shift morphisms:
glo) o f = @31 : M — M[25],

fl6]og =% : N — N[24].

4.4 Induced Barcode Matchings
We begin by introducing notation for certain subcollections of a barcode. Given
an interval I = (b, d], we define:

* B = {(a;,d] € B | a; < b}, the subset of intervals in the barcode that are
born no later than b and die at d.

o B = {(b,ci] € B|c; > d}, the subset contains intervals that are born at b
and persist beyond or up to d.

To understand how injective morphisms affect the structure of barcodes, we ex-
amine how they influence the number of persistent features.

Proposition 4.4.1. Let i : (M, p) — (N, ) be an injective morphism of persistence
modules, and let B and C denote their respective barcodes. Then, for any interval I =
(b, d|, the following inequality holds:

#B;7 < #C; .

Proof. Consider the diagram from Definition 3.1.4, and focus on the following
subspace of M;:

Er(M)i= () mlgra)) N () Ker(pas) € Ma).

b<r<d d<s

We aim to show that the image of E; (M) under f; is contained in E; (N) C N,.

Since f : (M, ¢) — (N, ) is an injective morphism of persistence modules, and in
particular each f; is linear and compatible with the structure maps (i.e., f;0 ¢, 4 =
Y, 4 © fr), we have:

fa(Im(@,4)) CIm(yp, ;) forallb <r<d,
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and
fa(Ker(¢ys)) C Ker(ypys) foralld <s.

Now, again using the fact that f; is injective, it preserves intersections:

fa < ) Im(¢,q) N[ Ker((pd,5)> = fa ( N Im(@r,d)) N fa (ﬂ Ker(ﬁ”d,s))

b<r<d d<s b<r<d d<s

C () Im(gra) N () Ker(yys) = E (N).

b<r<d d<s

As f; injective, this inclusion implies dim E; (M) < dim E; (N), and by the Struc-
ture Theorem 3.3.10 for persistence modules, these dimensions correspond to the
number of intervals in B; and C;, respectively. Hence, the proposition follows.

O]

Similarly, surjective morphisms impose restrictions on the number of persistent
features. The following proposition studies how surjective maps constrain the
number of intervals appearing with a given birth time.

Proposition 4.4.2. Let p : (M, ¢) — (N,¢) be a surjective morphism of persistence
modules, and let B and C denote their respective barcodes. Then, for any interval I =
(b, d], the following inequality holds:

#B,] > #C;.

Proof. Consider the following commutative diagram of persistence modules:

Prb Pu,s Ps,d

Mr Mb MS Md
f"/ fb‘/ fSI/ l d
N,, l/Jr,b Nb lpb,s NS l/]s d Nd

We define the space of elements in M, that are born at time b and persist at least
until time d as the quotient:

Ef (M) := Mb/Sb(M), where S,(M) = P Im(¢,,) & P Ker(gys).

r<b b<s<d

The space E; (N) is defined analogously.
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These quotients remove elements that are either born before b or die before d,
retaining only those that are born at b and persist at least until d. By the Structure
Theorem 3.3.10, we then have:

dim(Ef (M)) = #B7, dim(Ef (N)) = #C;".

Since the diagram commutes, we have:

e Forall ¥ < b, f(Im(¢,p)) C Im(¢, ), because fp(@,p(x)) = ¢rp(fr(x)) €
Im(l/,?r,b).

e Forall s € (b,d], if x € Ker(¢ys), then f,(x) € Ker(¢y), since ¢ps(fp(x)) =
fs(@ps(x)) = 0.

Therefore, the subspace S,(M) is mapped into S;(N), and the map f, : M, — N
induces a well-defined linear map on the quotients:

fo: Ef (M) = Ef (N).

Furthermore, as f; is surjective and f,(S,(M)) C S(N), the induced map f, is
also surjective.

Hence, dim(E; (M)) < dim(E; (N)), which implies #8; < #C;". O
We now turn to the construction of matchings between barcodes, which arise nat-
urally from injective and surjective morphisms between persistence modules. We
aim to define corresponding maps between barcodes that reflect how topological

features are either preserved (in the injective case) or covered (in the surjective
case). The following definitions formalize this idea.

Definition 4.4.3. Let i : (M,¢) — (N,y) be an injective morphism of persistence
modules, and let B and C denote their respective barcodes. Fix an endpoint d € R, and
consider the collections of intervals in B and C that end at d:

By = {(bid) € BY, Co={(c;,d] €C}.
We sort the intervals in By and Cy by inclusion (i.e., by decreasing length):
(b1,d] D (by,d) 2+ 2 (b, d], (c1,d] 2 (ca,d] 2+ 2 (cp,d].

Then, we define a matching between By and C; by pairing intervals in order from longest
to shortest. Specifically, for each i < k, we define p;,;((b;, d]) = (c;, d].
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fr— —_— :
] . % ]
o i |
L — !
I ] ]’lm] !
| ! — !
| 1 \ I
1 1 7 I
: : - !
| | |
dq dy ds dq d> ds

Figure 4.4.4: Intuition behind the construction of matchings induced by an injective
morphism of persistence modules.

It is worth noting that this morphism is entirely invariant under the choice of
injection between the modules, although at least one injective morphism must
exist.

Furthermore, by Proposition 4.4.1, for each fixed endpoint d, the number of inter-
vals in B ending at d is less than or equal to the number of such intervals in C,
i.e. k < /. This ensures that it is always possible to pair each interval in B with a
distinct interval in C.

Proposition 4.4.5. Let i : (M, ¢) — (N, ) be an injective morphism of persistence
modules. Then the induced matching p;,;j : B — C between the respective barcodes
satisfies:

* Coim pjnj = B,

e Forall (b,d] € B, we have p;,;(b,d] = (c,d] with c <b.
Proof. The first point is direct from the Proposition 4.4.1, which concludes that
k < ¢, and hence all the intervals in B are matched.

For the second point, since i : M — N is an injection, any class in M born at
time b and dying at d must correspond to a class in N that also dies at d. Due to
injectivity, this class may be born earlier, i.e. at some ¢ < b. Therefore, the image
of each (b;,d] € B under p;,; is of the form (c;, d| with ¢; < b;. O

We can also define a matching for surjective morphisms of persistence modules.

Definition 4.4.6. Let p : (M,p) — (N, ) be a surjective morphism of persistence
modules, and let B and C denote their respective barcodes. Fix an endpoint b € R, and
consider the collections of intervals in B and C that begin at b:

By ={(bdi] € B}, Cp={(be]eC}
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We sort the intervals in By, and Cy by inclusion (i.e., by decreasing length):
(b/dl] 2 (b/dZ] 2 Tt 2 (b/dk]/ (b/el] 2 (b/eZ] 2 T 2 (b/ef]'

Then, we define a matching between By, and Cy, by pairing intervals in order from longest
to shortest. We obtain the morphism pg,,; : B — C by doing this for every b. Specifically,
for each i < £, we define pg,,i((b,di]) = (b, e;i].

By Proposition 4.4.2, now we have k > /.

_ !
i

N

7

\

Hsurj

~N- -~

! !
I i
| 1
\ \
1 I
i 1
T 1
! I
i i
1 I
1 I’
| |
1 by bs by by bs

S e

Figure 4.4.7: Intuition behind the construction of matchings induced by a surjective
morphism of persistence modules.

Proposition 4.4.8. Let p : (M, p) — (N,y) be a surjective morphism of persistence
modules. Then the induced matching pg,,j : B — C between the respective barcodes
satisfies:

* Im ;usurj = C/

o We have pig,,j(b,d] = (b, e] with e < d.

Proof. The first point is direct from the Proposition 4.4.2.

For the second point, since p : M — N is a surjection, any class in N born at b and
dying at d must come from a class in M also born at b, but possibly dying earlier
(since information can be lost under a surjective morphism). That is, its preimage
in M must die at some ¢ < d. Therefore, the matched interval in BB has the form
(b, e] with e < d, which proves the second part. O

Analogously to the injective case, the induced matching for a surjective morphism
is invariant under the choice of surjection, as long as one exists.

Now, using the fact that any morphism f : M — N can be decomposed through its
image, and combining the induced matchings defined above for injective and sur-
jective morphisms, we can define an induced matching for arbitrary morphisms
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between persistence modules. We now proceed to describe this construction in
detail.

Definition 4.4.9. Let f : M — N be a morphism of persistence modules. We can

decompose it as

finj

M 25 1m () L N,

where the first map is surjective and the second is injective. By composing the correspond-
ing induced matchings ps,,; and piyj, we obtain an induced matching

Hf = Hinj © Hsurj-

Proposition 4.4.10. The matching defined in Definition 4.4.9 satisfies:
Im(psurj) = B(Im(f)) = Coim (ptin;).

Proof. By construction, j,,; matches all intervals in B(M) to B(Im(f)), and p;y;
matches B(Im(f)) into C(N). Hence,

Im (piurj) = B(Im(f)) = Coim (pinj).

4.5 Proof of the Stability Theorem

To understand how barcodes behave under interleaving morphisms between per-
sistence modules, we begin by proving two preliminary lemmas. These address
the cases of surjective and injective morphisms separately. Each lemma describes
how the structure of the barcode is preserved or modified in each situation. In
the final part of the section, we will combine and generalize these observations to
derive the key inequality of the Stability Theorem.

We will frequently use shifts in this chapter, so we may refer back to Section 4.3
when needed.

Lemma 4.5.1. Let (M, ¢) and (N, ) be é-interleaved persistence modules, with 6-
interleaving morphisms

f:M— N[§] and g:N — M[J].

Consider the surjection f : M — Im f, and let pg,,; denote the induced matching on
barcodes. Then the map pg,,j : B(M) — B(Im f) satisfies:
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1. Coim(psyrj) 2 B(M)as, where B(M)as denotes the collection of bars in B(M)

with length greater than 20,

2. Im(ysmj) = B(Im f),
3. For each (b,d] € Coim (i), we have pig,,i((b,d]) = (b,d'] for some d' € [d —
26,d|.

Proof. We begin by considering the following commutative diagram, which arises
from Definition 4.3.7:

ML ¥ e
\q}g/

Since both morphisms f and ®3J are surjective, and as the diagram commutes, it
follows that ¢[6] must also be surjective.

We now consider the diagram induced by the barcodes:

Hsurj (f) Hsurj (glo])
5 =

B(M) B(Im f)

Hsurj ((b%\Z)

B(Im ®34)

This diagram is commutative by Definition 4.4.6 and Proposition 4.4.2, since the
matchings y,,; are defined from the images of surjective morphisms. Therefore,
the composition satisfies

P‘surj(g[‘s]) © ,usurj(f) = Hsurj (‘D%f[),
as both paths yield the same matched bars.
We now proceed to prove the desired properties.

1. Let w € B(M)ys. By definition,
B(Im @) = {(b,d —26] | (b,d] € B(M)},

so the short bars (length < 26) disappear, and hence w € Coim (j5,j ().

Since fig,rj(g[0]) is surjective, every bar in B(Im ®3}) is matched with some
bar in B(Im f). Therefore, w must also lie in Coim (ps,,i(f))-

This shows the inclusion B(M)ys € Coim (peuri(f))
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2. Direct from the first point in Proposition 4.4.8.
3. We distinguish two cases depending on the length of the interval (b, d|.

Case 1: If d — b > 24, we can apply the commutative diagram introduced
above. Proposition 4.4.8 ensures that

Hourj(f) (b, d]) = (b,d'] withd <d,
and
.usurj(g[‘s])((b/ d/]) = (b, d//] with d” <d'.

On the other hand, by the alternative path through the diagram, we know
that (b,d] is matched to (b,d — 26]. By commutativity of the diagram, we
must then have d” = d — 24.

Hence, the endpoints satisfy d — 26 = d"” < d' < d.

Case 2: If d — b < 25, we cannot rely on the commutativity of the diagram,
since the interval is too short to survive a shift of 2. However, as before, we
know from Proposition 4.4.8 that the image is of the form (b,d’] with d’ < d.
Moreover, since d — b < 26, we have b > d — 24. Altogether, this gives:

d—20<b<d <d.

In both cases, we conclude that the image of (b,d] € Coim(jsy;) lies in the
interval (b,d'] with d' € [d — 26, d], as desired.

O

Lemma 4.5.2. Let (M, ¢) and (N, ¢) be é-interleaved persistence modules with inter-
leaving morphisms
f:M— N[§] and g:N — M[J].

Consider the injection i : Im f < NI[6], and let p;,; denote the induced matching on
barcodes. Then:

1. Coim(pinj) = B(Im f),

2. Im(pinj) 2 B(N|[])2s, where B(N[6])25 denotes the collection of bars in B(N|0])
with length greater than 20,

3. Forall (b,d] € Coim(p;,;), we have pini(b,d] = (b',d] with b’ € [b — 20, b].

Proof. We begin by considering the commutative diagram given in Definition 4.3.7:
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fld]

a%

By commutativity, we have % = f[6] o g, and hence:
Im(®3) < Im(f[6])-

Also, since f[6] : Im g — N[2/], it follows that Im(f[d]) C N[2J].

Therefore, there exist natural injections j and i making the following diagram
commute!:

Im(®%) —— Im(f[s]) —— NI[2¢]

\_/

k

where k is the natural inclusion Im(®%) — N[24], which intuitively identifies the
intervals in N that persist for more than 20 with their corresponding intervals in
the shifted module N[26], which also have length greater than 2¢.

Since all maps are injective, this diagram lifts the following diagram at the barcode
level.

Hinj (f) Hinj (i)
— —

B(Im(®3})) B(Im(f[4])) B(N[24])

\/

Hinj (k)

This diagram is commutative by Definition 4.4.3 and Proposition 4.4.1, since the
matchings y;,; are defined from the inclusions of injective morphisms. Therefore,
the composition satisfies

Hinj (1) © pinj(j) = pinj(k),

as both paths induce the same matched bars via the injective structure of the
interleaving.

Let’s now proceed as before.

1. This follows directly from the first point in Proposition 4.4.5.

IWe abuse notation by denoting by i the 4-shifted morphism corresponding to the original map
i in the statement.
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2. We begin with the expression:
B(Im®%) = {(b,d —26] | (b,d] € B(N), d —b > 25},
and recall that:
B(N[25]) = {(b—26,d —26] | (b,d] € B(N)}.
Therefore, applying the matching y;,j(k) gives:
Hinj(k)((b,d —26]) = (b —20,d — 26],

SO we obtain:

Im (pinj(k)) = B(N[26])2s.

Since the morphisms were defined via the inclusions Im(®%0) C Im(f[d]), it
follows that:

Im(,um](l)) 2 Im(ym](k)) = B(N[Z(s])%/

which is exactly what we aimed to prove, up to a shift by J§, which can be
undone.

3. Let (b,d] € Im(f[d]) and define p;,;((b,d]) = (b',d]. We distinguish two
cases.

Case 1: Suppose that d — b’ > 25. In this case, the commutativity of the
diagram applies since the interval persists for longer than 26.

By Proposition 4.4.1, we know that the composition (a,d]| — (b,d] — (V',d]
implies the inequality b’ < b < a.

Moreover, the image of the morphism ®% : N — N[26] is a submodule of
N[25]. Tts barcode consists of the intervals of the form (a,d] = (b’ + 26,d],
where (V',d] € B(N[24]) and (V' +26,d + 28] € B(N).

Therefore, j;,j(k) matches the interval (a,d] with (V/,d] € B(N[24]).

In particular, since in this case a = b’ + 26, we conclude that
b—26<b <b.
Case 2: Suppose d —b' < 26. Since b’ < b < d and isolating d yields d <

b’ + 26, we also conclude
b—26<b <b.
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Following the two lemmas above, we can now proceed with a direct proof of the
Stability Theorem.

Theorem 4.5.3 (Stability Theorem for Persistent Homology). Let M and N be per-
sistence modules indexed over R that are pointwise finite-dimensional, and let B and C be
their respective barcodes. Then,

dbot(B/ C) S dint(M/ N)/

where dyy; is the bottleneck distance between the barcodes B and C, and d;,; is the inter-
leaving distance between M and N.

Proof. To prove the Stability Theorem, it suffices to show that if M and N are
J-interleaved persistence modules, then there exists a J-matching between their
respective barcodes.

Let f : M — N|J] be the morphism associated with the J-interleaving between M
and N. We construct the desired matching by applying Definitions 4.4.3 and 4.4.6,
together with the properties established in Lemmas 4.5.2 and 4.5.1, which explain
how the é-interleaving morphisms induce matchings between the barcodes.

Starting from B(M), we apply the maps p,; and pi;,j, obtaining:

L Im(ﬂinj) 2 B(N[0])2s

Hsurj

B(M) —— B(Imf) = Im(‘usur]-)

(b, d] (b,d'] (v, d']

where d' € [d —25,d] and b’ € [b— 26, D).

Note that intervals longer than 26 remain alive throughout this process, as guar-
anteed by the second point of Lemma 4.5.2.

Moreover, the diagram can be restricted to B(M),s, while still preserving the prop-
erties stated in Lemma 4.5.1. In particular, all intervals of length greater than 26
remain alive under the composition.

Now, define the map ¥° : B(N[5]) — B(N) by shifting each interval forward:
¥((b,d]) = (b+0,d+ ).
Applying ¥ to the image of yu;, j» we obtain the full diagram:
Hsurj

B(M)zs —— Im(psur;) SN Im (pin;) — ¥, B(N)

(b,d] —— (b,d'] —— (¥, d] — (b +3,d" +0]
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Since B(N[6])2s C Im(piy;), applying the shift ¥° shows that B(N),s € B(N).
Given V' € [b— 24, b], it follows that:

b—20+6=b—6<b+6<b+5,
and similarly, since d’ € [d — 20,d],

d—26+6=d—-0<d+6<d+0d.

This shows that both endpoints of the matched interval lie within a distance &
from the original interval (b, d].

Therefore, the composition ¥° o u(f) defines a d-matching between B(M) and
B(N), which implies
dbot(B(M)/B(N)> S J.

O]

The Stability Theorem guarantees that the interleaving distance between persis-
tence modules bounds the bottleneck distance between their barcodes. Thus,
small perturbations in the modules (i.e. small changes in the input data) lead
to correspondingly small changes in their barcodes, which justifies the robustness
of persistent homology.

Observation 4.5.4. In Section 2.3, we analysed the relationship between Vietoris-Rips
and Cech filtrations. There, we showed that for every scale r > 0, the inclusions

VR (s,m/d;dl) C C(S,r) C VR(S,r)

hold. These inclusions define a 5-interleaving between the two filtrations, where § depends
on the dimension d where the point cloud lives. To compute this 5, we rewrite this inclusion
as
v
\/E
2d

matching the scales on both sides. Solving for 6, we find

2d

Therefore, the Cech and Vietoris-Rips filtrations are é-interleaved, and by the Stability
Theorem, the bottleneck distance between their barcodes is bounded above by this explicit
quantity.

VR(S,r) CC (s, ) =C(S,r+96),
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